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CORRESPONDENCE

Optimizing MQTT broker performance is crucial for maintaining efficient message routing in
IoT systems, especially under varying workloads and QoS levels. This study compares the
Round Robin (RR) and Least Response Time (LRT) algorithms to evaluate their performance
across QoS levels 0, 1, and 2 and client loads ranging from 500 to 2,500 clients. Using Apache
JMeter, key metrics such as CPU usage, throughput, delay, jitter, and response time were
assessed. LRT was found to excel in enhancing response time and reducing delay, particularly
under high client loads and in applications requiring minimal latency. However, this comes at
the cost of higher CPU usage under heavy loads. In contrast, RR demonstrated optimal
performance in maintaining balanced CPU utilization and predictable performance, though with
slightly higher response times. Both algorithms demonstrated linear scalability in throughput,
confirming their ability to handle increasing workloads without bottlenecks. These findings
offer practical guidance for IoT developers: in latency-sensitive environments such as industrial
automation, LRT is preferable due to its low-latency benefits, while RR is better suited for
resource-constrained IoT systems like environmental monitoring, where stability and even load
distribution are prioritized. The trade-offs identified provide valuable insights for selecting
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appropriate algorithms based on specific application requirements.

INTRODUCTION

The Internet of Things (IoT) has emerged as a transformative
technological paradigm, enabling interconnected smart devices to
communicate seamlessly and perform automated tasks across
diverse environments. From smart homes and industrial
automation to healthcare [1], agriculture [2],[3],[4], and
transportation systems, [oT facilitates real-time data exchange,
monitoring, and control, significantly enhancing efficiency and
decision-making processes [5], [6]. However, the rapid expansion
of IoT networks has introduced new challenges, especially in
managing large-scale communication between thousands of
devices. Efficient communication protocols are vital to ensure
smooth data transmission and prevent bottlenecks within such
complex networks [7].

Among the available communication protocols, Message
Queuing Telemetry Transport (MQTT) has become a popular
choice for IoT deployments due to its lightweight messaging
architecture. MQTT 1is designed to operate with minimal
overhead, making it suitable for resource-constrained devices and
environments with limited bandwidth [8], [9]. Unlike traditional
point-to-point communication models, MQTT adopts an
asynchronous Publish-Subscribe model, where publishers send
messages to topics managed by a broker, and subscribers receive
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only the messages relevant to their subscribed topics. This model
ensures scalable, efficient, and non-blocking communication,
which is essential for IoT applications requiring low latency and
high throughput [10].

The broker is at the heart of the MQTT protocol, a key component
responsible for receiving, storing, and distributing messages
between connected devices. The broker is an intermediary,
ensuring data flows reliably between publishers and subscribers
[11]. However, broker performance is critical, as any
degradation—such as overload or latency—can disrupt the entire
[oT system, leading to message loss, increased latency, or system
unavailability [12]. In large-scale deployments with thousands of
devices, the broker may become a single point of failure if it
cannot handle the volume of client requests effectively [13], [14].

To address these challenges, load balancing is pivotal in
distributing traffic evenly across multiple brokers or servers,
ensuring optimal computational resource utilization and system
stability[15]. Without an effective load-balancing strategy,
brokers risk becoming overloaded, leading to performance
bottlenecks, service disruptions, and client disconnections. Load
balancing ensures not only that each broker handles an
appropriate share of the workload but also that redundancy and
fault tolerance are achieved [16]. This mechanism is especially
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important for mission-critical [oT systems, where communication
delays or failures can have significant consequences [17].

Two prominent load balancing algorithms for MQTT are Round
Robin (RR) and Least Response Time (LRT). RR assigns
requests sequentially to brokers, promoting a simple and even
workload distribution. While easy to implement, RR's static
nature limits its adaptability to varying traffic loads, as it does not
consider the current capacity or response time of brokers [18]. On
the other hand, LRT dynamically routes requests to the broker
with the lowest average response time and the fewest active
connections, ensuring traffic flows to the most responsive server.
This makes LRT ideal for environments with fluctuating
workloads, though it introduces more computational overhead to
monitor broker performance continuously [19].

Although several studies have explored load balancing in MQTT
environments, the focus has primarily been on traditional
algorithms like Round Robin, with limited attention to adaptive
strategies such as Least Response Time. For instance, Charlie et
al. [20] evaluated Round Robin’s performance but did not
examine how it affects Quality of Service (QoS), a critical metric
for assessing network performance. Similarly, Sepriano et al.
[21]compared Round Robin and Least Connection but did not
conduct a detailed analysis across multiple QoS levels. Other
research, such as Li [22] and Naufal Romiz et al. [23], examined
load balancing across protocols like CoAP but lacked focus on
MQTT-specific scenarios and adaptive algorithms.

Furthermore, studies such as Mishra et al. [24] have evaluated the
performance of various MQTT brokers, including Mosquitto,
using metrics like CPU usage, message rate, and latency. While
these studies provide valuable insights into broker performance,
they do not address the potential benefits of adaptive algorithms
like Least Response Time under varying network conditions and
client loads. This gap highlights the need for a comprehensive
comparison between Round Robin and Least Response Time
algorithms better to understand their strengths and weaknesses in
MQTT broker optimization.

This research compares the round-robin and Least Response
Time (LRT) algorithms to optimize MQTT brokers. It focuses on
their performance across different Quality of Service (QoS) levels
and client loads. The study addresses a significant gap by
exploring adaptive load-balancing strategies for MQTT systems,
offering practical insights for designing efficient IoT
applications.

One key contribution is the in-depth examination of the LRT
algorithm within MQTT brokers, particularly its impact on
scalability and responsiveness under high client loads [25]. The
results demonstrate that LRT offers improved resource utilization
and responsiveness compared to Round Robin, especially at
higher client volumes. This exploration highlights the algorithm's
potential to enhance the performance of MQTT systems across
QoS levels 0, 1, and 2.

Additionally, the research benchmarks both algorithms under
various scenarios using Apache JMeter, evaluating performance
metrics such as throughput, CPU usage, jitter, delay, and response
time. The findings reveal that Round Robin ensures even CPU
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distribution but may struggle with higher response times under
heavy loads. At the same time, despite achieving lower latency
and jitter, LRT incurs higher CPU consumption.

The study offers actionable recommendations for IoT developers
based on these trade-offs. LRT is ideal for applications requiring
low latency and high responsiveness, such as industrial
automation and real-time monitoring. In contrast, Round Robin is
recommended  for  resource-constrained  environments,
prioritizing CPU efficiency and balanced load distribution. The
impact of QoS levels on each algorithm’s performance is also
discussed, guiding developers in choosing appropriate load-
balancing strategies according to specific system needs.

The structure of this paper is organized as follows. Methods
provide a detailed description of the research methodology,
including the experimental system, algorithms employed, and
evaluation methods. Results and Discussion offers a detailed
presentation of the experimental outcomes, accompanied by
critical analysis and discussion. Finally, the Conclusions
summarize the main findings, provide recommendations, and
identify potential avenues for future research.

METHODS

This study adopts an experimental design to evaluate the
performance of two load-balancing algorithms—RR and LRT—
within an MQTT-based communication system. The goal is to
determine which algorithm provides better workload distribution
across multiple brokers while ensuring optimal Quality of Service
(QoS). The study involves system design, implementation,
testing, and data analysis to provide insights into the suitability of
each algorithm for real-world deployments.

System Architecture and Communication Flow

The system architecture consists of key components: Apache
JMeter clients, an NGINX load balancer, and multiple Mosquitto
brokers, connected via communication links. Figure 1 visually
represents the message flow in the system, showing how the load
balancer receives and distributes publish-subscribe requests from
JMeter clients to different brokers. This setup illustrates the data
routing and load distribution process across brokers. All
components are deployed on a single physical host to ensure
consistency and reduce potential network interference.
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Figure 1. Proposed System Architecture
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Figure 2. Proposed System Workflow

The load balancer, implemented using NGINX [26], acts as the
intermediary between clients and brokers. It is configured to
listen on port 1883 and handles both publish and subscribe
requests from clients. For this experiment, the client
configuration includes a publisher-to-subscriber ratio of 50:50,
with each client generating messages at one-second intervals to
simulate balanced traffic loads. The number of clients varies from
500 to 2,500, with metrics such as throughput and latency
evaluated at each stage.

Apache JMeter is used to simulate traffic, generating messages
that pass through the load balancer before being forwarded to the
brokers. The brokers, running Mosquitto MQTT, store and
synchronize incoming messages using a bridging mechanism.
This ensures that all brokers maintain consistent data by
forwarding messages among one another. Also, the load balancer
assigns brokers to handle publish or subscribe requests based on
the selected load balancing algorithm.

When a subscribe request matches a topic of interest, the
corresponding message is delivered to the subscriber through the
load balancer. Figure 2 provides a visual representation of the
communication flow among the components.

Round Robin Load Balancing Algorithm

The RR (Round Robin) algorithm plays a critical role in
efficiently processing publish and subscribe requests by ensuring
each message or request is verified against prior transmissions
and then forwarded to the next broker in the sequence. This
approach, illustrated in Figure 3, incorporates an MQTT broker
integrated with an NGINX service to handle message routing and
delivery over port 1883 [27]. This setup is designed to balance
the workload across multiple brokers, promoting optimal
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resource utilization and enhancing system performance and
reliability.

The process begins with the initialization phase, where the
NGINX service is launched to listen on port 1883, establishing a
unified communication endpoint. This setup facilitates the
seamless transmission and reception of MQTT messages,
enabling both publishers and subscribers to connect through a
shared entry point.
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Figure 3. Round Robin Workflow

SEND MESSAGE TO
BROKER n+1

When a publish message is received from a client, the system
undertakes a series of steps to handle the message efficiently.
First, it verifies whether the message has already been sent to the
designated broker in a previous attempt. If this is the case, the
system skips re-sending it to avoid redundancy and ensure data
consistency. Otherwise, the message is forwarded to the
appropriate broker for processing. This verification and
forwarding mechanism helps to prevent duplication, optimizing
the system’s resources and maintaining the accuracy of the data
flow.
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A similar process is followed when handling subscription
requests. Upon receiving a subscription request, the system
checks if the request has already been forwarded to the designated
broker. If the subscription has not been processed previously, it is
transmitted to the broker. If it has, the system bypasses the re-
transmission to prevent redundant operations, which further
contributes to efficiency.

The entire workflow concludes when all publish messages and
subscription requests are processed without duplication. This
structured process, combining NGINX service with the RR
algorithm, ensures that workloads are evenly distributed, thereby
reducing latency and preventing bottlenecks. As a result, the
system can maintain reliable communication between clients and
brokers, promoting smooth, efficient, and consistent data
exchange.

Least Response Time Algorithm

The LRT (Least Response Time) algorithm enhances the
efficiency of processing publish and subscribe requests by
dynamically selecting the broker with the fewest active
connections or the fastest response time. Illustrated in Figure 4,
this approach integrates an MQTT broker with an NGINX service
operating over port 1883 [28]. Unlike the Round Robin (RR)
algorithm, which distributes requests sequentially to ensure fair
load distribution, the LRT algorithm distributes workloads based
on real-time performance metrics, such as connection load and
response time. This strategy enables optimal broker selection,
directing traffic toward the most responsive broker and thereby
minimizing latency while supporting scalable system
performance under varying load conditions.

RUN NGINX ON PORT 1883

PUBLISH MESSAGE
RECEIVED?

YE:

s
CHECK ACTIVE BROKER

n-th BROKER
WITH FEWEST
CONNECTION?

SUBSCRIBE MESSAGE
RECEIVED?

n-th BROKER
WITH FEWEST
CONNECTION?

n-th BROKER
WITH LOWEST RESPONSE
TIME?

n-th BROKER
‘WITH LOWEST RESPONSE
TIME?

NO

SEND PUBLISH MESSAGE TO
BROKER-n

END

Figure 4. Least Response Time Workflow

The process begins similarly to the Round Robin approach, with
an initialization phase in which the NGINX service listens on port
1883, creating a unified communication endpoint for both
publishers and subscribers. This setup ensures efficient and
streamlined message handling across the system.

When a publish message is detected, the system evaluates the
connection load to determine the optimal broker for message
forwarding. It first checks if any broker currently has the fewest
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active connections. If such a broker is identified, the system
forwards the message to that broker for processing. However, if
multiple brokers have an equal number of active connections, the
system then evaluates the response times, selecting the broker
with the lowest response time to ensure faster message delivery.
This selection process based on real-time metrics enhances the
speed and accuracy of message handling.

Similarly, when handling subscription requests, the system
applies a methodical process to allocate requests to brokers
efficiently. It begins by checking the connection load to identify
the broker with the fewest active connections. If a broker with
minimal load is available, the subscription request is forwarded
to that broker. When multiple brokers have the same load, the
system evaluates their response times and chooses the fastest one,
ensuring minimal delay in processing the subscription request.

The entire workflow concludes after all publish messages and
subscription requests have been processed efficiently, with each
broker receiving the appropriate messages without duplication.
By leveraging real-time performance metrics like connection load
and response time, this algorithm ensures optimal workload
distribution, reducing latency and preventing potential
bottlenecks. This dynamic broker selection method thereby
supports high system efficiency and reliability.

Experimental Setup

To evaluate the performance of the two algorithms, a series of
testing scenarios were carefully designed to simulate diverse
operational conditions. Each algorithm was assessed across three
distinct Quality of Service (QoS) levels to capture a range of
reliability requirements. At QoS 0, messages are transmitted
without acknowledgment, which minimizes overhead but offers
no delivery guarantee. QoS 1 adds reliability by requiring
acknowledgments to confirm delivery, though this may result in
potential duplicates. QoS 2 employs a two-step acknowledgment
process, ensuring that each message is delivered precisely once,
thus providing the highest level of reliability [29].

Testing scenarios also included five client configurations, ranging
from 500 to 2,500 clients in increments of 500. To simulate real-
world usage, each configuration maintained an equal split
between publishers and subscribers, ensuring a balanced 50:50
ratio across all test runs. For consistency, each scenario was
executed over a duration of 15 seconds, with message sizes fixed
at 1,024 bytes (1 KB), allowing for straightforward comparisons
across different setups.

The performance of both algorithms was then assessed using
several key metrics [30], [31], [32] : CPU Usage, Throughput,
Delay, Jitter, and Response Time. CPU Usage provided insights
into each algorithm's efficiency by monitoring resource
consumption during message processing under varying loads.
Throughput was measured as the number of messages
successfully processed per second, reflecting each system’s
capacity to handle message traffic effectively. Delay,
representing the average time taken for a message to travel from
the publisher to the subscriber—including processing time at the
broker—was measured with Wireshark to account for the end-to-
end journey. Jitter was also measured using Wireshark, focusing
on the average variation in arrival times between packets to
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capture any fluctuations in packet delivery timing across different
QoS levels. Finally, Response Time was analyzed to evaluate the
system’s responsiveness to client requests, providing a crucial
indicator of each algorithm's real-time performance capabilities.

RESULTS AND DISCUSSION

CPU Usage Analysis

As presented in Table 1, the results highlight significant
differences in CPU utilization between the RR and LRT
algorithms, especially across different QoS levels and client
loads. A notable trend is that LRT incurs higher CPU
consumption as client load and QoS level increase, reflecting the
algorithm's focus on response time optimization. In contrast, RR
maintains more stable CPU usage but lacks the flexibility to adapt
to real-time load variations across brokers.

At lower client loads (e.g., 500 clients), LRT efficiently
distributes workload across brokers, resulting in moderate CPU
usage. However, as the number of clients rises to 2000 and 2500,
LRT shows a significant increase in CPU usage on specific
brokers, such as broker 1 reaching 41.6% under QoS 2, compared
to RR’s more balanced usage pattern, peaking at 27.3% on the
same broker. This suggests that LRT’s dynamic selection can lead
to uneven load distribution, creating the potential for bottlenecks
on individual brokers under heavy traffic.

Table 2. CPU Usage (%)

The higher CPU usage under LRT is particularly evident at QoS
1 and QoS 2, where acknowledgment overhead increases
processing demands. Meanwhile, RR distributes the load evenly
across brokers, making it more suitable for systems that require
consistent resource utilization. However, the trade-off is that RR
may introduce higher latency, as it does not prioritize response
time when selecting brokers.

These results highlight a trade-off between response time and
resource predictability. LRT is well-suited for latency-sensitive
applications, where fast responses are critical, but at the cost of
higher CPU consumption. In contrast, RR offers more predictable
CPU usage, making it a better fit for environments with limited
resources or where balanced load distribution is prioritized over
latency optimization.

Throughput Analysis

The throughput results, as shown in the Figure S5a, reveal a
consistent and linear increase in message processing capability
for both Round Robin (RR) and Least Response Time (LRT)
algorithms across all QoS levels and client configurations. This
linear behavior suggests that both algorithms are able to
efficiently handle the increasing client load without a noticeable
performance drop.

. QoS 0 QoS 1 QoS 2
Client Broker

RR LRT RR LRT RR LRT

1 15.7 4.8 9.8 5.2 53 10.4

500 2 33 5.5 6.5 0.7 7.9 6.0
3 6.3 6.0 6.3 6.5 54 1.9

1 3.8 9.0 7.7 12.1 10.6 5.7

1000 2 10.9 12.3 10.9 6.9 14.3 16.6
3 18.0 15.7 13.3 14.6 19.9 13.4

1 10.3 242 9.1 20.7 21.6 21.7

1500 2 17.8 14.7 15.4 18.3 18.8 23.7
3 23.0 15.6 314 20.2 28.2 14.3

1 10.2 31.8 11.7 19.8 20.9 41.6

2000 2 20.4 37.1 17.3 24.3 28.7 41.2
3 354 19.8 342 28.1 424 28.7

1 21.1 23.2 12.5 41.6 27.3 40.7

2500 2 19.0 29.9 26.9 42.0 28.5 39.7
3 51.2 32.1 443 25.6 60.4 44.0
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Figure 5. Performance metrics of RR and LRT algorithms across different QoS levels and client loads: (a) Throughput (b) Delay

Both algorithms demonstrate almost identical throughput at QoS
0, where messages are sent without acknowledgment. As the
number of clients increases from 500 to 2,500, throughput scales
proportionally, confirming that the system can handle larger
workloads smoothly. This indicates that neither RR nor LRT
introduces overhead that would negatively impact throughput
when the QoS requirement is minimal.

The QoS 1 results also show no significant divergence between
the two algorithms. Both maintain high throughput, even with the
added overhead of acknowledgment mechanisms required for at
least once delivery. Similarly, at QoS 2, which involves a more
complex two-step acknowledgment process for exactly-once
delivery, throughput remains stable for both algorithms. This
consistency reflects the system’s ability to process messages
efficiently, regardless of the acknowledgment demands
introduced by higher QoS levels.

Although LRT introduces a dynamic broker selection mechanism
based on response time and connection load, this feature does not
result in a measurable difference in throughput compared to the
simpler, sequential selection of RR. The graphs indicate that both
algorithms deliver comparable throughput performance, with no
apparent advantage in message processing speed under any QoS
condition.

These results imply that throughput is not a limiting factor for
either algorithm, making them equally effective in scenarios
where high message rates are critical. The selection between RR
and LRT may depend more on other factors such as response
time, jitter, or CPU usage, especially in systems where latency or
computational efficiency is of greater importance.

Delay Analysis

As illustrated in Figure 5b, the delay results show the time taken
for messages to travel from the publisher to the subscriber under
various QoS levels and client loads. RR and LRT algorithms
demonstrate similar trends, with delay decreasing as the number
of clients increases. However, subtle differences between the two
algorithms can be observed under certain conditions.

At QoS 0, where are delivered without
acknowledgment, both algorithms exhibit an initial higher delay
at 500 clients—around 5 ms—which decreases steadily to
approximately 1.5 ms as the client load reaches 2,500 clients. The
slight improvement in delay with increasing client numbers

messages

suggests that the system becomes more efficient in managing
traffic as load increases, likely due to improved broker utilization.
The general trend remains consistent in the QoS 1 and QoS 2
scenarios, with delay decreasing as more clients connect.
However, the overhead introduced by acknowledgments in QoS
1 and the two-step acknowledgment process in QoS 2 slightly
impacts performance. For instance, in the QoS 2 scenario at 500
clients, RR shows a marginally higher delay than LRT, indicating
that LRT’s adaptive broker selection may help minimize delays
when acknowledgment overhead is higher.

While the differences between the two algorithms are subtle, LRT
shows a small but consistent advantage in reducing delay under
higher QoS levels. This is particularly evident at higher client
loads, where LRT’s dynamic allocation to the least-loaded broker
ensures minimal delays. However, the differences are small
enough that both algorithms perform effectively, especially as
client numbers increase beyond 1,500 clients.
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Figure 6. Performance metrics of RR and LRT algorithms across different QoS levels and client loads: (a) Jitter (b) Response Time.

These results suggest that RR and LRT can handle increasing
loads efficiently, improving delay as client numbers rise. LRT
offers a slight advantage in scenarios with acknowledgment
overhead by dynamically optimizing broker selection, making it
a suitable choice for applications where low latency is critical.
Meanwhile, RR provides comparable performance, particularly
for systems prioritizing predictability and balanced resource
allocation over minimal delay.

Jitter Analysis

As shown in Figure 6a, the jitter results measure the variability in
message delivery times between the publisher and subscriber
under varying QoS levels and client loads. RR and LRT
algorithms exhibit a similar trend, with jitter decreasing as the
number of clients increases. This suggests the system stabilizes
with higher loads, likely due to more efficient resource utilization
across brokers.

At QoS 0, where no acknowledgment is required, the jitter is
initially higher at 500 clients—around 7 to 9 ms—for both
algorithms. However, as client numbers increase to 2500, the
jitter drops to approximately 1 ms, indicating that both algorithms
effectively minimize delivery time fluctuations at higher loads.

Under QoS 1 and QoS 2, jitter follows a similar downward trend.
However, the added acknowledgment processes in QoS 1 and the
two-step acknowledgment in QoS 2 introduce slight variations. In
the QoS 2 scenario, LRT shows slightly lower jitter than RR as
client numbers exceed 2000, suggesting that LRT's adaptive
broker selection helps maintain more consistent delivery times
under higher loads.

The results highlight that, while both algorithms perform
similarly at smaller client loads, LRT shows a small advantage in
reducing jitter under more demanding conditions. This makes
LRT more suitable for applications where predictable delivery
times are critical, such as real-time communication systems.
Meanwhile, RR maintains stable jitter performance across all
configurations, offering a reliable solution for systems where
even load distribution is more important than minimizing jitter.

Response Time Analysis

As depicted in Figure 6b, the response time results reveal how
efficiently RR and LRT algorithms handle client requests under
varying QoS levels and client loads. Response time, measured as
the elapsed time between a client request and the system’s
response, provides critical insights into the system’s ability to
handle increasing workloads with minimal delays.

https://doi.org/10.25077/jnte.v13n3.1260.2024

At QoS 0, both algorithms show comparable performance under
lower client loads. However, as the number of clients rises
beyond 1,500, RR exhibits higher response times, with a
noticeable increase at 2,500 clients, reaching approximately 300
ms. In contrast, LRT maintains a lower response time under the
same conditions, demonstrating its effectiveness in dynamically
allocating traffic to less-loaded brokers. This suggests that LRT’s
adaptive approach allows it to handle large-scale requests more
efficiently.

The QoS 1 and QoS 2 scenarios, the performance gap between
RR and LRT becomes more apparent. With the added overhead
of acknowledgment mechanisms, RR’s response time continues
to climb significantly, exceeding 350 ms at 2,500 clients under
QoS 1. Meanwhile, LRT maintains a more moderate increase,
peaking at around 250 ms under the same conditions. This
consistent difference highlights LRT's advantage in reducing
response times, particularly in scenarios where acknowledgments
introduce additional processing demands.

The results indicate that as client loads increase, RR’s sequential
broker allocation can lead to delays, as it does not account for
individual brokers' current load or responsiveness. In contrast,
LRT’s dynamic broker selection allows it to respond faster by
distributing requests to brokers with the least load or fastest
response, ensuring better scalability and reduced delays under
high traffic.

The findings indicate that LRT (Least Response Time) is better
suited for environments where minimizing response times is a
priority, particularly real-time or latency-sensitive
applications. On the other hand, RR (Round Robin) may be more

in

appropriate for systems that value fair load distribution and
predictable resource usage, as they can tolerate slightly higher
response times during heavy loads.

Comparative Analysis with Recent Studies

The findings of this study validate key theoretical assumptions
regarding adaptive load
distribution, aligning with recent literature on MQTT broker
optimization. For instance, Jutadhamakorn et al. demonstrated

load balancing and sequential

that clustering MQTT brokers on low-cost devices like Raspberry
Pi can significantly improve load distribution and scalability.
This supports our findings that LRT, as an adaptive load-
balancing algorithm, minimizes response time and delay through
real-time broker selection, particularly under high client loads. In
our study, LRT consistently outperformed RR in maintaining
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lower response times and delays, which aligns with the adaptive
strategies observed in [33]

Similarly, Kanellopoulos and Sharma emphasized the importance
of dynamic load balancing within IoT networks, noting that
adaptive algorithms are essential for maintaining low latency and
high throughput in real-time applications. Our findings mirror
this, as LRT demonstrates better responsiveness under fluctuating
client loads, making it suitable for applications that require quick
response times. Conversely, Round Robin’s sequential approach
ensures predictable performance by balancing resource usage
across brokers, confirming its suitability for environments
prioritizing stability over speed. This finding aligns with[34],
who observed that static algorithms like RR can maintain steady
resource utilization, though they may experience higher response
times under heavy loads.

Moreover, this study highlights the critical role of Quality of
Service (QoS) levels in shaping MQTT system performance. Our
results reveal that higher QoS levels introduce additional
processing overhead, affecting both delay and jitter, a finding
supported by Detti et al., who documented the impact of QoS
levels on latency and reliability in MQTT networks. This
underscores the need for careful QoS selection based on specific
application requirements. In line with [35], our results show that
RR and LRT exhibit distinct performance patterns across varying
QoS levels, emphasizing the importance of aligning load-
balancing strategies with QoS requirements.

Grounding this evaluation in core performance metrics—CPU
usage, throughput, delay, jitter, and response time—this study
bridges the gap between theoretical concepts and practical
applications. Consistent with the work of [7] and [10], our
analysis highlights jitter and response time as crucial metrics for
real-time IoT applications, especially under heavy client loads.
By examining both algorithms across multiple QoS levels, our
study expands on prior research by offering a comprehensive
view of each algorithm’s strengths and limitations.

Situating our findings within the broader context of recent
studies, this analysis provides actionable guidance for system
design choices in MQTT broker performance. It confirms the
trade-offs between latency and resource utilization identified in
related research. It underscores the need for tailored load-
balancing strategies that align with the unique demands of IoT
systems and other real-time communication platforms.

CONCLUSIONS

This study compares Round Robin (RR) and Least Response
Time (LRT) algorithms for optimizing MQTT broker
performance. The results highlight that LRT enhances response
time and reduces delay, especially under high client loads and
QoS levels, though it incurs higher CPU usage. Meanwhile, RR
ensures balanced CPU utilization and predictable performance
but introduces slightly higher response times under heavy
workloads.

Both algorithms exhibit linear scalability, confirming their
capability to handle growing workloads. However, LRT is more
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suitable for real-time applications, while RR fits resource-
constrained environments requiring stability. LRT can be
particularly advantageous in real-world applications in latency-
sensitive scenarios, such as industrial automation or telemedicine,
where rapid response times are critical. On the other hand, RR
may be more applicable in IoT settings with limited processing
capacity, such as environmental monitoring systems, where even
load distribution is prioritized over low latency.

A key challenge identified is balancing low latency with resource
efficiency, especially under varying network conditions. Future
research could explore hybrid algorithms that combine the
strengths of RR and LRT to optimize performance in MQTT-
based systems further.
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